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Abstract. The increasing complexity and dynamics of the financial domain impose ap-
propriate tools to keep transactions efficient and secure. We propose to use a new technology,
BlockChain (BC), and a revived technology, Artificial Intelligence (AI), to build IT-based
tools for financial confirmation and diagnosis. We describe first the mechanisms for both,
confirmation and diagnosis. Then, the type of computation involved is analysed. The two
technologies involved in our proposal, BC and AI, are computationally intensive. The time
and energy involved cannot be minimized using off-the-shelf solutions. Finally, the archi-
tectural environment for an efficient implementation is proposed and evaluated. The paper
represents the description of our proposed approach to solve critical problems affecting the
current financial systems.

1. Introduction
Maintaining adequate and verifiable accounting records is still a significant challenge de-

spite considerable technological advances. This is not only caused by the ever-growing complex
economic environment, which increased the risk of an accounting error, but more alarmingly by
the manipulation of financial records [1]. Typically, the traditional solution to this problem has
been the financial auditor, a third party in charge to issue an independent opinion on the overall
quality of the financial information. Other proposed solutions revolve around companies having
to adopt a compulsory set of internal procedures, e.g., the Sarbanes-Oxley Act of 2002. These
measures contribute to increasing the reliability of the accounting records, but there is, however,
no compelling solution to date. One promising alternative which has been recently explored is
based on the BC technology. BC, along with AI has become one of the most widely discussed
technology having the potential to disrupt almost any imaginable industry vertical. BC meets the
definition of general-purpose technologies (GPT) as defined by Bresahan and Trajtenber (1995,
cited in Catalini and Gans, 2016) [4]. One key characteristic of GPT is that it catalyzes inno-
vation and is complementary to other emerging technologies. The subject has lately attracted
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significant attention as the BC & AI technologies promise to solve a whole range of problems. It
is still in the research and development phase and as such resulted in a number of projects being
financed through grants at the European Union level.

In these circumstances, our work advocates for a project aimed at designing a financial system
of confirmation and diagnosis supported by an adequate computational architecture.

The next section describes state of the art in the three domains touched by our approach:
confirmation mechanism, diagnosis mechanism and computational support. The following three
sections describe the confirmation platform, the diagnosis mechanism and the computational
accelerator. In the sixth section we show how all these three work streams are put together.

2. State of the Art

2.1. Confirmation Mechanism
Keeping and maintaining proper accounting records has always been one of the challenges

affecting the economic environment. Luca Paciolli, an Italian mathematician published in the
14th century a manual on accounting and math which was based on double-entry bookkeeping
and the adoption of Arabic numerals [3], a revolutionary economic innovation at the time.

Despite considerable technological advances, maintaining adequate and verifiable accounting
records remains a significant challenge in the current complex economic environment. This is
caused not only by accounting errors which can occur in the normal course of business, but
alarmingly, by fraudulent manipulation of the financial statements. In this context, the need has
emerged for a trustworthy intermediary to verify and validate financial accounts, and so the audit
profession was born.

Every company maintains its own separate sets of financial records. When two entities are
involved in a transaction, for example: Company A renders a service to company B, the possi-
bility exists that the two separate financial records do not match. One example is when company
A issues a late invoice, and consequently company B receives the invoice with that delay. Com-
pany B makes the payment for the service to company A. The same likely delays may occur the
other way around, as company B makes and records the payment, while company A receives and
confirms it. According to ISA 505 [23], an auditor is required to obtain a direct written response
from a third-party (the confirming party), in paper form, or by electronic or another medium. In
our example above, this translates into the auditor of Company A sending a confirmation to the
Company B to validate at a minimum the account balance between Company A and Company
B. There are however, other elements of a transaction that could be subject to verification such
as: the terms of the contract, the exact nature of the services.

In case the auditor in our example does not receive the confirmation he or she may choose
to either resend the confirmation or to perform alternative confirmation procedure such as: for
accounts receivable balances examining specific subsequent cash receipts, shipping documenta-
tion, and sales near the period end [23]. This is obviously a very time-consuming exercise albeit
the confirmation procedures are considered the strongest audit evidence.

2.2. Diagnosis Mechanism
Financial diagnosis is one of the best mechanism for evaluating the business’s potential for a

company for long-term evolution. The typical elements taken currently in account in performing
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a financial analysis are [16]:

Revenues detailed as revenue growth, revenue concentration and revenue per client, product,
segment, and employee

Profit detailed as gross profit margin, operating profit and net profit margin margin

Operational efficiency measures how well you’re using the company’s resources. A lack of
operational efficiency leads to smaller profits and weaker growth

Capital efficiency and solvency representing the return investors are generating from your busi-
ness, and how much leverage you’re using to operate

Liquidity representing your ability to generate sufficient cash to cover cash expenses.

While these parameters offer a certain degree of adequacy regarding the financial performance
of a particular company, they fail to provide the full dynamic picture given by the interactions
between companies on a larger scale.

Therefore, a more efficient diagnosis must take into account the interrelations in a large
group of companies. A possible solution is to consider the confirmation platform proposed in the
project we describe in this paper.

2.3. Computational Support for AI & BC

The main computational requirements for the two technologies involved, BC and AI, are:

• High speed, mainly for AI

• High energy consumption, mainly for BC.

The current technologies used to perform the computation for BC and AI applications are based
on the off-the-shelf parallel engines (Nvidias GPUs, Intels Xeon Phi multi-cores, or Googles
TPU). The main problems involving these solutions are:

• From their huge computational power, only a small percentage can be involved in most
real applications

• The energy consumption per task is too high for all the applications we are interested.

To make an architectural comparison with the current solutions we compare our proposal
with solutions existing on the chip market [10] [6], [8], [12], [18]. In the project we will provide
an FPGA version to validate the solution. In real applications the silicon implementation will
compete with the current solutions. Thus, in Table 1 [15] we selected processors implemented in
14−28nm in order to compare as much as possible apple-with-apple, because the last evaluation
of our technology was done for 28 nm technological node.
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The general-purpose architectures (Intel Xeon) provide a pretty good actual performance
from the peak performance (an average of ≃ 45%) but the computation per Watt is relatively low
(an average of ≃ 21GFLOP = /Watt). The reduced number of cores (less than 100) requests
a simple control, allowing, in some applications for optimized code, the use of > 80% from
the peak performance. But, most of the applications, evaluated for general-purpose multi-cores,
are unable to use more than 25% from their peak performance, and some of them use only few
percent of their very high performance. The architectures of the general-purpose computers
are designed for a wide specter of applications, while for intense applications there are specific
requirements. For example, the general-purpose processors waste too many resources for 32-bit
floating-point computations, while usually the Machine Learning (ML) computation asks small
integer arithmetic for inferences and accepts 16-bit float operations for training.

Table 1.
Chip model Fab. Peak Performance Actual %

techn. performance per Watt from peak
Intel Xeon Platinum 8180 14 nm 3.8 TFLOPS 18.53 GFLOPS/W 5% - 80%
Intel Xeon E5-2699 v3 22 nm 1.3 TFLOPS 8.96 GFLOPS/W 15% - 84%
Intel Xeon Phi 7295 14 nm 11.5 TFLOPS 35.9 GFLOPS/W 20% - 70%
NVIDIA GTX Titan Black 28 nm 5.64 TFLOPS 22.56 GFLOPS/W 9% - 50%
NVIDIA Tesla K40 28 nm 4.29 TFLOPS 18.25 GFLOPS/W 23% - 35%
NVIDIA Geforce GTX 980 28 nm 4.95 TFLOPS 30 GFLOPS/W 30% - 51%
NVIDIA Tesla K80 28 nm 2.8 TFLOPS 18.66 GFLOPS/W 7% - 35%

General-purpose graphics processing unit (GPGPU) is an oxymoron. It is tempting to take
off-the-shelf a many-core parallel processor to solve intense computations, but, at the same time,
it is dangerous to use a powerful processor far from its application domain. A graphic ma-
chine cannot be converted in a machine learning accelerator without a high risk. The actual
performance related to the peak performance is lower compared with general-purpose multi-
core architectures (average ≃ 34%) due to the difficulties involved in control and data transfer
for hundreds or thousands of execution units. The energy use is only a little improved (an av-
erage of ≃ 22.36GFLOP = Watt). The GPUs optimized for deep learning are designed with
distinct physical resources for integer, 32-float, 64-float, and tensor operations. Thus, the area
efficiency is lowered because too many times big parts of the area of the chip are unused. The
cache approach persists with its inefficiency in helping the intense computation, which is highly
predictable requesting only a buffer-centered approach in the memory hierarchy design.

Specific ASICs, such as Googles TPU , [7], [22], do not have enough flexibility to support the
high variety of ML applications and are completely useless for the BC applications. Therefore,
only for a small part of the applications their huge computational power can be activated. For
most of the applications no more than 13.4% of the peak performance is used. Only for one
application, deployed in less than 5% of the applications, 93% from the peak performance is
activated. The very big number of arithmetic systolic units (multipliers and adders) cannot be
put to work efficiently for the high variety of Deep Convolutional Neural Network (DCNN) we
are facing in the real ML applications.
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The main deficiencies of the current solutions:

1. An ad-hoc defined general-purpose architecture (Intels Xeon Phi) or a graphic architecture
(Nvidias GPUs) or a simple systolic circuit (Googles TPU) are hard to be adapted to the
specific requirements of the intense computational domain of ML or BC. And when the
energy-saving criteria are added, the problem becomes much harder.

2. The cache-based memory hierarchy is inappropriate for intense computation because of
the high predictability of the program and data flow. Architectural inadequacy is the main
issue.

3. The programmable solutions (Intels Xeon Phi and Nvidias GPUs) are focused too much
on the floating-point arithmetic very little used in ML and no used at all in BC.

4. The circuit solution is inflexible and cannot be adapted efficiently to the wide variety of
the ML applications based on CDNN.

5. The lack of hardware support for reduction operations frequently used in the computation
involved in our project.

3. Confirmation Platform
To address the issues previously presented about the confirmation mechanism, we proposed

the implementation of a private permissioned BC solution in which users (e.g companies) provide
access credentials to interact with BC data. First, we must make the distinction between a BC
and a data base, to justify our solution.

Blockchain versus databases. There is a certain degree of confusion around the distinction
between a database and a BC. While in many aspects they are similar there are certain character-
istics that put them apart and therefore make each individual technology suitable for different use
case. The main characteristics of BC making it a more suitable option over a traditional database
for our project are the following:

• Unlike a database, a BC does not have one single point of failure as the information is
validated and stored on multiple nodes; if one node fails the information is still found
into the other nodes. In addition, distributing the information on multiple nodes owned by
different organizations means that there is no central point of controlling and manipulating
this information.

• Databases support Create, Read, Update, Delete (CRUD) operations whereas BC support
only Read and Write operations. What looks like a limitation is, in fact, an important fea-
ture of the BC for our use case. This makes sure that data cannot be changed in retrospect.
Any modification to the information residing on the BC is validated through the consensus
algorithm, and it is visible to its users.

In the example presented in Figure 1, when Company A makes a transaction with Company
B, both companies will have access to each other’s data. By default, companies will not be
allowed to view or access data from other companies unless they had a transaction with one
another. In the example above, the transactions involves the following steps:
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Fig. 1. The BC solution for the confirmation platform.

Initiation Transaction between Company A and Company B is recorded. This includes: transac-
tion date, parties to the transaction, amount, natures of the services, payment date, terms of
the transaction (e.g. payment due when final report for services is submitted by Company
A and approved by Company B)

Posting and recording At this point, the transaction detail is added into the network block
(Block A-B). A block contains typically the header information, a version number, other
descriptive information depending on the type of BC and content date. Content data is
extracted from the Initiation stage. Important to note that the information can be added but
not deleted. Each node in the network will own a copy of the transaction.

Broadcasting and validation The ’block’ is broadcast to every nodes in the network. For illus-
trative purposes it was assumed that one node corresponds to each user, but in practice this
may not necessarily be the case. The network of computer nodes verifies, validates and ap-
proves the information. The block is confirmed by all nodes using a consensus algorithm
and it is added in a linear and chronological order to the BC.

Completion Transaction is completed and nodes have access to a single shared set of informa-
tion confirmed by all nodes. A completed block allows the creation of the next block in
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the BC. This provides transparent records of transaction, audit trail and traceable digital
fingerprint.

Our solution provides additional features like:

Smart contracts are BC tools in the form of code which allows the automation of specific trans-
actions. In our example, the term of the transaction can stipulate that once Company A
has rendered the services under the contract and Company B acknowledges the delivery of
this service then payment is automatically processed within say 7 days from confirmation.
Once executed, the smart contracts code produces changes that will be recorded by all
nodes and insures in this way the transparency, immutability and tamper-proof execution
of the transaction. Our project involves the implementation of the smart contract precisely
for this purpose – to increase the efficiency of the current process by automation of routine
task such as the invoice payment for services in our example.

Tax authorities interaction One particular user of the proposed BC solution is the Tax author-
ities. Companies need to assess and pay their taxes regularly. When Company A, in our
example, calculates and submits the tax statement to the Tax Authorities this may be as-
similated to a transaction whereby Company A own a certain amount of money at a certain
date. As such this transaction can be recorded on the BC. Similarly, when payment is due,
smart contracts can be implemented so that the payment is automatically made to the Tax
authorities.

4. Diagnosis System
Blockchain is increasingly recognized as a general-purpose technology. As discussed in

Introduction section, one of the key characteristics of GPT is that it catalyzes innovation in
complementary technology. At the same time, Artificial Intelligence and Machine Learning [21]
have made an impressive come back in recent years ever since research in this field started back
in the 1950’s.

Artificial Intelligence relies on a large number of data sets to train and improve its algorithms.
Hence, the quality and accuracy of collected data are fundamental for Artificial Intelligence
development. BC, on the other hand, is well-known for its capability to handle immutable,
tamper-free and consensus validated data. It is precisely at this point where BC and artificial
intelligence technology intersect and complement one another.

It is therefore proposed to use the information provided by the BC architecture platform
to train a deep neural network to predict the future development of a company with respect to
growth potential, going concern, fraud risk assessment and reputation. For example, the follow-
ing parameters are considered as input for the diagnosis system:

• How many times Company A’s account balances and transaction are not reconciled with its
economic trade partners; this parameter can be calculated both as an absolute and relative
number to the total accounts of Company A; this information should be made available to
Company A itself, all its economic trade partners and the company’s Auditor. Our platform
is also a matter of prestige and reputation where companies do want to keep their records
in good order. Offenders can ultimately be removed from the system if they default on
regular basis from this perspective.
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• The number and the amount of transactions between two companies within an accounting
reporting period. For example, if Company A increases significantly the number and/or
value of the transactions with Company B just before year end, this could be an indication
of fraud.

• The overall and anonymous amount of number of transaction participating in the system;
a relative decrease in number of transactions and amounts of one particular company com-
pared to the overall pool of participating companies could suggest a going concern prob-
lem (i.e. the risk of the company not being able to continue its operation in the foreseeable
future).

• Public available information from the Ministry of Finance regarding the financial position
and results of the Companies.

For the diagnosis mechanism we use a representation of the relations between the entities
involved in the process, several which is listed above. This representation is provided by the
confirmation platform, CP, as a directed graph with each vertex associated with an entity, Ei
for i = 1, . . . ,N, and each edge representing the relation, Ri j, between Ei and Ei if it exists.
The relations between entities are quantified using the k-component vector of parameters Ri j =
[p1

i j, p2
i j, . . . , pk

i j]. Therefore, for each parameter there is the N ×N matrix:

Mi =


pi

11 pi
12 . . . pi

1N
pi

21 pi
22 . . . pi

2N
...

...
. . .

...
pi

1N pi
1N . . . pi

NN

 (1)

for i = 1, . . .k. The matrix Mi is the 2D “image” of the interrelation between the N entities
regarding the parameter pi. Therefore, the N ×N ×k 3D array, M, obtained putting together M1,
M2, and Mk is the overall 3D “image” of the interrelations between the N considered entities. For
example, pk

i j represents the directed interaction between the entities i and j characterized by the
parameter k.

The technique applied to diagnose the 3D image M is similar to the technique used in medical
diagnose [5], [17].

5. MapReduce Accelerator
The solutions used in the last decade for solving most of the BC and AI applications in-

volved heterogenous computing systems. Such a system consists of a HOST computer and an
ACCELERATOR (see Figure 2). The HOST computer runs the complex part of the program
(the execution time expressed in clock cycles, is in the same magnitude order with the size of the
program expressed in several code lines), while the ACCELERATOR part of the system runs the
intense part of the computation (the execution time, expressed in clock cycles, is much bigger
than the size of the program shown in a number of code lines).

The accelerator can be implemented in various ways: CPU, GPU, FPGA, ASIC, or a pro-
grammable parallel engine with appropriate architecture. What means an appropriate architec-
ture? Because it must be programmable and parallel, it means that it must be defined based
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Fig. 2. Heterogenous computing system.

on a well-grounded theoretical approach and must be optimized targeted to the application do-
main. The accelerator we propose is grounded on Kleenes partial recursive functions model of
computation, and on the abstract model of parallel computation developed in [13], [20] and was
implemented in silicon in three versions [19]. What we need for this project is to optimize the
general-purpose instruction set architecture (ISA) we already have to the two computational do-
mains we target: BC and AI-based on ML. For BC, we need mainly a pure SIMD approach with
computational cells performing bit-wise logic functions and 32-bit integer arithmetic. Only in
the process of selecting the final result of the mining process, the reduction function is involved.
For ML computation we will be focused mainly on the computation for the inference process, be-
cause the training process is performed only once and can run on various current environments.
For this computation the requirements are diversified. A Deep Convolutional Neural Network
(DCNN) requires specific algorithms for the convolutional level, for the pooling layers, for the
fully connected layers, for the softmax layer [15].

The heterogenous system (see Figure 2) consists of:

• HOST is a general-purpose computer, where:

– P is a mono- or multi-core processor (for example: ARM controller) deployed as an
ASIC on the selected FPGA
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– I/O is the input-output system containing various standard interfaces deployed as
ASICs on the selected FPGA

– M is a dynamic memory on the board connected to the FPGA using a DDR interface

• ACCELERATOR is our MapReduce Accelerator, where:

– CONTROL represented as pu+ prog&data is the controller with a proprietary ar-
chitecture, where:

∗ pu is a processing unit
∗ prog&data is a memory containing data and programs

– MAP is a linear array of cells, memi+eui for i = 1,2, , p, containing:

∗ execution units, eui, performing login and integer arithmetic operations
∗ local data memories, mem− i

– REDUCE is a log-depth circuit performing few reduction functions (such as adding
the values form the accumulators of each active cell)

In each clock cycle, from the prog&data memory the processing unit, pu, fetches a pair of
instructions, one for itself and another to be executed in the active cells of MAP. The users view
of ACCELERATOR is the following:

• in the array of cells:

– the horizontal vectors: Vi = [si1,si2, . . . ,sip], for i = 1,2, . . . ,m, distributed along the
cells in MAP

– the vertical vectors: Wj = [s1 j,s2 j, . . . ,sm j], for j = 1,2, . . . , p, each stored in the data
memory of each cell

– the Boolean vector: B = [b1,b2, . . . ,bp], used to activate the cells; if bi = 1 the cell
is active and execute the instruction issued by pu, else the cell execute the nop
operation.

– the index vector: IX = [1,2, . . . , p], used to identify each cell

– the accumulator vector: ACC = [acc1,acc2, . . . ,accp]

– the address vector: ADDR = [addr1,addr2, . . . ,addrp]

– the serial register: SR = [sr1,sr2, . . . ,srp]

– the input-output register: IO = [io1, io2, . . . , iop]

• in the controller pu+ prog&data:

– data memory: D = [d1,d2, . . . ,di, . . .]

– accumulator register: acc

– address register: addr

The main types of operations performed in the MAP array of cells are exemplified by the
following:
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• load operation:
acc[i] <= b[i] ? s[5i] : acc[i]
in all active cells of ACC the content of the horizontal vector V5 is loaded

• unary operations, for example:
acc[i] <= b[i] ? acc[i] + 1: acc[i]
increment ACC in all the active cells of the accumulator vector

• binary operations, for example:
acc[i] <= b[i] ? acci + s[5j] : acc[i]
in all active cells to the accumulator is added the value stored at the address 5 in the local
memory

• selection operation:
b[i] <= (b[i] && (acc[i] == 0)) ? 1 : 0
from all the active cells are maintained active only the cells where the accumulator is zero

• reduction operation such as:
acc <= (b[1]?acc[1]:0)+(b[2]?acc[2]:0)+...+(b[p]?acc[p]:0)
performed by the circuit R (see Figure 2)

• data transfer operation: the content of the IO register is transferred to/from the system
memory M of the HOST computer (see Figure 2)

• insert in SR:
[sr[1], sr[2], ..., sr[p]] <= [((b[1]?acc[1]:0)+
+(b[2]?acc[2]:0)+...+(b[p]?acc[p]:0)), sr[1], ..., sr[p-1]]

The assembly language used to program the ACCELERATOR part of the heterogenous system
is designed as a two-column form: the left one is executed by the controller and the right one is
executed by the array. For example, in Figure 3 is listed the program for matrix-vector multipli-
cation.

Besides the parallelism due to the p-cell array, the accelerator provides, for the previous
program, a system-level parallelism between its three main resources:

1. the array of cells where several maximum p multiplications are performed

2. the reduction network which provides, with a latency of log2p, the sum of products to be
pushed in the left end of the serial register

3. the controller which provides control for the two loops

This system level parallelism provides the means for supra-linear acceleration for some func-
tions (the previous example is one of them). Indeed, the execution time on our accelerator for
the matrix-vector multiplication, with N ≤ p, is:

TmatrixVectorMultiplication = N +2+ log2 p

while for mono-core engine this time is ∼ 5N2.
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/∗ ∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗
FUNCTION NAME: Matr ix−v e c t o r m u l t i p l i c a t i o n
The f u n c t i o n m u l t i p l i e s a NxP m a t r i x w i t h a v e c t o r
I n i t i a l : addr [ i ] = M+1 : M i s a d d r e s s o f t h e l a s t l i n e

acc [ i ] = V[ i ] : t h e v e c t o r
F i n a l : acc [ i ] = r e s u l t
∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗∗ ∗ /

/ / Parame ter s :
‘ d e f i n e N 256 / / m a t r i x edge s i z e
‘ d e f i n e S ( x−1) / / l a t e n c y s i z e because p = 2ˆ x

cVLOAD( ‘N ) ; NOP; / / acc <= N;
LB ( 1 ) ; cBRNZDEC ( 1 ) ; IP ( 2 5 5 ) ; / / l oop c o n t r o l ; IP

cVLOAD( ‘S ) ; NOP; / / i n i t l a t e n c y loop
LB ( 2 ) ; cBRNZDEC ( 2 ) ; NOP; / / l a t e n c y loop

cNOP ; SRLOAD; / / r e s u l t i n acc [ i ]

Fig. 3. Code for matrix-vector multiplication on MapReduce Accelerator. For big N the program is exe-
cuted in ∼ N cycles.

For BC computation all the cells are loaded with the block of data submitted to the computa-
tion of its hash function. In each cell the nonce is generated differently, depending on the index
vector, IX. The computation runs in a pure SIMD mode, and at the end the reduction network
R is used to learn if the appropriate hash was found. The acceleration obtained by our p-cell
parallel system to a mono-core solution is in O(p).

For ML computation the main computations are in the dense or sparse linear algebra domain.
One of the most used function is the matrix-vector multiplication. We already investigated this
domain (see, for example, the previous assembly program) and the acceleration provided by our
architecture for the computation is in O(p). The only problems to be solved are, sometimes,
related to the IO bounded computations, when the computation time is shorter than the time used
to transfer data to/from the external memory M.

6. Future Work: Putting It All Together

The methodology for putting together all the previously described actions assumes the cor-
related interactions between:

• a group of financial specialists (FSG)

• a group of IT developers (ITDG) with competence in hardware-software co-design

The entire project is distributed in three activities (A1:confirmation platform design and imple-
mentation, A2: diagnosis module design and implementation, A3: computational accelerator
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system design and implementation) which deliver their results in a fourth activity (A4: the con-
firmation platform and the diagnosis system are integrated and ported on the heterogenous system
based on our accelerator).

A1 starts with common brain storming sessions where the two groups, FSG and ITDG, de-
fine the confirmation platform specification (CPS). Then, A2 can start similarly to define the
diagnosis module specification (DMS) based on the available CPS. Once defined, CPS and DMS
provide the computational requirements involved in running the entire Financial Decision Sys-
tem. Therefore, A3 can start by designing the specific features of the MapReduce Accelerator,
such that its Instruction Set Architecture is preliminary defined.

The specifications used in the first three activities once in place, A1 and A2 teams, formed
by FSG and ITDG specialists, and A3 formed by ITCG specialists, start to work almost indepen-
dently. “Almost”, because re-synchronization is expected, because during the implementation,
various issues are hard to be avoided. Therefore, the specifications are reconsidered to fix uncor-
related features.

In the first stages of A1 and A2, are used “off-the-shelf” computational resources, because
only conceptual validation is sought. The efficiency in time and energy is not targeted in these
stages.

A3 use specifications initially to provide a behavioral description of the heterogenous system
using as co-machine the proposed MapReduce Accelerator. This stage is imposed by the neces-
sity to validate the expected computational performances of the accelerator. It is possible to end
up with a slightly adjusted Instruction Set Architecture. Once the final form of the architecture
in place, an FPGA version is designed using a development board. In parallel, a kernel library of
function is defined and developed to provide the A1 and A2 teams with the environment to de-
velop the function library requested by the final form of the Financial Confirmation & Diagnosis
System.

In the final stages of the activity, the three teams work to put together all the system’s com-
ponent. The software and the hardware working together will have to provide the intense com-
putation requested by the application at the level of energy 3−4× less than the current solutions.
This expectation is based on previously done evaluations, as follows:

SHA-256 computation is one of the main functions performed in the mining process involved
in the operation of a BC. We compared our accelerator simulated for the 28 nm technological
node with an NVIDIA product implemented in the same technology: Nvidias GeForce GTX
TITAN X. Our MapReduce accelerator performs SHA-256 with 57.6MH/sec/Watt1, while the
NVIDIA engine provide 15.688MH/sec/Watt [24]. Results:

MapReduce per f ormance
Nvidia per f ormance

= 3.37

Linear algebra computation is intensely involved in ML applications. For matrix-vector
multiplication, to take as an example one of the main operation used in Neural Networks, our
MapReduce accelerator provides acceleration in O(p), while any other approaches provide an
acceleration no higher than O(p/log p) [11].

1MH stands for Mega Hash.
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7. Conclusion

Therefore, a confirmation platform based on a BC architecture is proposed to reconcile trans-
actions and account balances of commercial players. This will ultimately result in creating a more
effective economic environment in which time and costs incurred in reconciling and auditing fi-
nancial transactions are significantly decreased. In essence, the cost of verifying the attributes of
the transactions will be substantially reduced [4]. In addition to reconciling the minimal informa-
tion such as transaction and account balances which is typically required by auditing standards,
a BC-based confirmation platform may include additional information such as: terms of the con-
tract between two or more parties, shipping details, nature or the services rendered or goods
shipped.

The existing settlement and reconciliation processes will be highly affected by the introduc-
tion of the proposed solution as the cost of verification of financial transactions will significantly
decrease to virtually zero. Hence, a whole array of tedious inter-company settlement and recon-
ciliation procedures will be removed as they can now be performed real-time. At the same time,
the role of the auditor as a verification intermediary will dramatically change as a significant part
of the traditional attestation work is likely to be eliminated. Instead, the auditor will need to
acquire the technical skill to be able to assess the reliability of the BC platform. Once he does
so, the auditor will have the time to focus on more critical issues requiring judgement calls such
as going concern, risk of fraud or adequacy of accounting treatment of complex transactions.

The diagnosis mechanism is proposed as closed-loop control system tool able to detect in
real time, possible or actual, operational deficiencies. In this way, the discrete character of the
current verification mechanisms is replaced by the continuously functioning mechanism of our
diagnosis system.

As the confirmation platform, as well as the diagnosis mechanism, are both supported by
an appropriate MapReduced heterogeneous system, we expect significant computational accel-
erations and energy savings which will allow the dissemination of results to large application
spectrum [15] ranging from embedded to cloud-level computing applications [2].
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[13] MALIŢA M., ŞTEFAN G. M., THIÉBAUT D., Not Multi-, but Many-Core: Designing Integral Paral-
lel Architectures for Embedded Computation, ACM SIGARCH Computer Architecture News, Volume
35, Issue 5, Dec. 2007, pp. 32-38.
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